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We investigate the supply strategy of a firm that faces uncertain seasonal demand. While
additional demand information becomes available in the form of signals throughout a finite
planning horizon, it also becomes more expensive to acquire the product. In this setting,
we explore the tradeoff between increasing acquisition cost and benefits of improved de-
mand forecast. First, we show that the optimal replenishment policy is a state-dependent
base-stock policy, where the state represents a statistic of the observed signals. Then, we
characterize the base stock policy and show that the optimal base stock level is a linear
function of the last updated mean demand. We also discuss the impact of fixed ordering and
information acquisition costs on the firm’s supply strategy. Finally, using a special case of
our main model, we characterize the conditions under which a responsive, frequent ordering
strategy with information updating is valuable.

1. Introduction

Creative businesses, such as those in the toy and apparel industries, face volatile market

conditions due to high demand uncertainty, long supply lead times, and short selling seasons.

On one hand, in order to reduce costs, both retailers and manufacturers need to commit to

order quantities long before the selling season. On the other hand, customer preferences

and market trends are constantly changing, therefore making the demand forecast highly

uncertain until it is close to the selling season. For instance, over 70% of toys sold in

the US in 2003 were exported from China (TIA 2004). Though it is cheaper to purchase

from manufacturers in the far east, usually the ordering decision needs to be made well in

advance of the selling season due to the long lead times. Matching supply with demand in

these environments has been critical and many firms in toy and apparel industries have been

suffering from high inventory costs, markdowns and lost sales (Johnson 2001).



Motivated by this phenomenon, we consider a firm, say a retailer, who faces the so called

newsvendor problem and sells a single product to its customers. Both the product life cycle

and the selling season are short, and the demand is highly uncertain. Prior to the sell-

ing season, the retailer can acquire additional information in the form of correlated signals

about the market demand and improve her forecast by Bayesian learning, and make multi-

ple replenishments accordingly. In this setting, we explore the tradeoff between increasing

acquisition costs and the benefits of better demand information. On one hand, as the selling

season approaches, more demand information becomes available, and the demand forecast

can be further improved. Therefore, the longer the replenishment decision is delayed, the

better the quality of the demand forecast available to support the replenishment decisions.

On the other hand, it becomes more expensive to acquire the product as the sales season

approaches, i.e., buying from remote and cheap sources is not possible due to long lead times

and the local sources are more expensive.

Our main model is an operational one, where we investigate the optimal ordering decisions

of a retailer who continuously observes market related information before the selling season

and can make multiple replenishment decisions over a finite planning horizon. We identify

the underage and overage costs, as those in the traditional newsvendor model, and show that

the retailer’s optimal replenishment policy is a state-dependent base-stock policy, where the

state represents some statistic of the observed signals. Moreover, we find that the optimal

base-stock level is a linear function of the state, and it can also be expressed, as in the

traditional newsvendor model, as the sum of the most recently updated mean demand and

a safety stock term. The safety stock, which captures the key tradeoff between overage and

underage costs, is independent of the signal realizations and can be calculated off-line by

solving a set of one-dimensional recursive equations. This substantially simplifies the process

of searching for the optimal base-stock levels.

Then, we discuss the strategic implications of our models considering the fact that a

responsive sourcing strategy can be expensive. In particular, we discuss how explicit con-

sideration of fixed and information costs impact retailer’s sourcing decisions. We first study

a special case of our general model, the so called single order model that helps us under-

stand the drivers of sourcing decisions when the retailer is forced to forego the benefits of

responsiveness when the fixed ordering and information costs are very high. In the absence

of information cost and fixed ordering cost, this special case serves as a lower bound of

the main model where we allow for multiple orders. Finally, we compare the performance
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difference between our main model and the single order model by conducting an extensive

numerical example and investigate the benefit of responsiveness. We find that the retailer

may benefit from responsiveness when (i) the mark-up level is low; (ii) the initial demand

forecast is of low quality; (iii) there is low correlation between the signals.

Our contribution to the literature is two-fold. From the technical point of view, we

extend the traditional newsvendor model by incorporating Bayesian learning and multiple

ordering opportunities over a finite planning horizon. From the practical point of view, we

characterize the optimal ordering policies for companies using a variety of supply strategies,

and provide guidelines on which strategy to adopt under different business environments.

The paper is organized as follows: In section 2, we position our research with respect to

the existing literature and discuss our contributions. Model setting and key assumptions are

described in section 3. In section 4, we analyze our main model and discuss how our results

would change if we incorporate the information cost and fixed ordering cost into our model.

In section 5, we consider a special case of our main model and seek for conditions under

which retailer benefits from a responsive frequent ordering strategy. Finally, in section 6, we

conclude the paper and discuss the managerial implications of our research. All proofs can

be found in the Appendix.

2. Literature Review

There is a vast literature on the newsvendor model and its various extensions. The reader is

referred to Khouja (1999) for a comprehensive literature review. Our research is particularly

relevant to the research that focuses on incorporating demand forecast information into

inventory management decisions. Fisher and Raman (1996) consider a two-period (two-stage

Newsvendor setting), multi-product production problem with forecast updating between the

periods and a constraint on the second-stage capacity. Eppen and Iyer (1997a) develop

a sophisticated ordering heuristic for multi-period models with information updating for a

class of demand distributions.

A number of papers consider the impact of information updating on the ordering policies

in a supply chain setting. Donohue (2000) studies the single product, decentralized version

of the Fisher and Raman problem. Tsay (1999) studies the quantity flexibility contract in

a two-stage model. Eppen and Iyer (1997b) focus on back-up agreements with information

updating in a two period model. Iyer and Bergen (1997) look at the impact of quick response
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(ability to adjust orders after they are placed) for apparel industry. These papers focus on

supply chain coordination, while we assume a perfect upstream supplier and focus on the

retailer’s optimal ordering policies.

Our research is also related to literature on dynamic inventory models with Bayesian

learning. Scarf (1959) is the first paper to incorporates Bayesian learning into dynamic in-

ventory problems. Assuming demand distribution belongs to a gamma family, he formulates

a dynamic program with one state recording inventory level and one recording observed

information. It is shown that the optimal policy is characterized by a critical order-up-to

level, which is a function of the statistics of observed information. Azoury (1985) extends

Scarf’s dimension reduction idea to a larger set of distributions, and considers both depletive

and nondepletive goods. Lariviere and Porteus (1999) use these results to study the case

with lost sales where demand information is censored and cannot be perfectly observed. Our

paper, although proposes a similar state-dependent order-up-to policy, is different from these

papers in three aspects: (1) sales occur only in the last period, and the information signals

are not from the demand process itself; (2) signals in different periods are allowed to be

correlated; (3) ordering cost is increasing in time, and our focus is on the tradeoff between

ordering early to keep acquisition costs low and ordering later to take the advantage of better

demand forecast.

Gurnani and Tang (1999) is one of the papers considering the tradeoff between demand

uncertainty and increasing purchasing cost. They analyze a newsvendor problem with two

ordering periods, and the purchasing cost in the second period is stochastic. We assume

deterministic and increasing ordering cost over a multi-period horizon. Burnetas and Gilbert

(2001) is also concerned with the tradeoff between increasing ordering costs and decreasing

demand uncertainty. However, their demand is binomial, and beta-binomial conjugate is

used for Bayesian updating. We use the more general normal distribution, which allows

us to model correlation between signals. Assuming demand realizes in each period, they

show that state-dependent base-stock policy is optimal, and the optimal base-stock level

is monotonic in the state. Our model looks at a one-shot newsvendor setting that allows

demand in the last period, by assuming this, we could go one step further and show that the

base-stock level is a linear function of the state.
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3. The Main Model

The planning horizon consists of T + 1 periods. Inventory can be replenished from period

1 to period T , while sales take place only in period T + 1. Production lead time1 could be

positive and is allowed to vary from period to period. The only constraint is that the lead

time in period t should be less than or equal to T − t, so that orders will arrive before the

selling season.

Cost Structure: The retail price in period T + 1 is exogenously given and is denoted by r.

Let ct be the unit cost incurred if the retailer orders in period t. Notice here ct is defined

in a broad sense, so that it could consist of ordering costs as well as the holding costs.

Specifically, if the retailer orders at time t and the lead time is Lt, the retailer incurs a per

unit cost ct = ot +
∑T

i=t+Lt
ht, where ot and ht are unit ordering and holding costs at time

t. To avoid triviality, we assume c1 ≤ c2 ≤ . . . ≤ cT ≤ r so that the profit margin is always

nonnegative and it makes sense to order earlier. Also we assume, for brevity, there is no

salvage value for unsold inventory and no discounting. Discounting and positive salvage can

be easily incorporated in without changing the basic structure and results of the problem.

While the retailer may incur a fixed cost of ordering and the information can be costly,

we do not explicitly consider those in our main model. Our focus is the tradeoff between

increasing purchasing cost and benefit of demand learning. In section 4.2, we discuss the

potential impact of incorporating the cost of information and fixed ordering cost into our

model.

Information Structure: The information structure and learning model that we employ is

based on Clemen and Winkler (1985). At time t = 0, the retailer has an initial forecast

(prior) D0 ∼ N(µ0, σ
2
0) of the demand in the primary selling season. In each period t,

t = 1, . . . , T , the retailer observes a signal ψt (e.g., expert estimate, market research report,

etc.), which is of some informational value on the estimation of the final demand D, and

updates her demand forecast. In particular, the error of signal observed at time t is assumed

to be ξt
.
= ψt − D. Given D, ξ = (ξ1, . . . , ξT ) is a multivariate normal random variable

(independent of the prior D0) with zero mean and positive definite covariance matrix Σ.

The variance of ξt is a measure of the quality of the information. We assume that the signals

in all periods are symmetric2, therefore the covariance matrix is intraclass (Press 1972), i.e.,

1We assume deterministic production lead time. See Wang and Tomlin (2006) for a discussion of stochastic
lead time.

2Analysis for asymmetric signals is similar, and asymmetry only affects the weight assigned to each signal
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V ar[ξt] = σ2, ∀t = 1, . . . , T , and COV [ξi, ξj] = ρσ2, ∀i 6= j. To insure that the covariance

matrix is positive definite, we assume σ2 > 0 and ρ ≥ 0 (see Clemen and Winkler 1985

for justifications). Then it follows that (ψ1, . . . , ψT ) is also multivariate normal with mean

µ = (µ0, . . . , µ0) and covariance matrix

Σ̃ =




σ2
0 + σ2 σ2

0 + ρσ2 · · · σ2
0 + ρσ2

σ2
0 + ρσ2 σ2

0 + σ2 . . .
...

...
. . . . . . σ2

0 + ρσ2

σ2
0 + ρσ2 · · · σ2

0 + ρσ2 σ2
0 + σ2


 .

Alternatively, the correlated noises can be viewed as a common noise plus independent noises,

since D + ξt can be equivalently written as D + z + εt, where z is the common noise of all

the signals and εt is the independent noise.

Learning Process: Let Dt be the updated demand distribution at time t. Then

Dt
.
= D|ψ1, ψ2, ..., ψt ∼ N(µt, σ

2
t ) ,

where

µt =

[
µ0

σ2
0

+
ψ1 + ... + ψt

σ2[1 + (t− 1)ρ]

]
σ2

t , (1)

and

σ2
t =

[
1

σ2
0

+
t

σ2[1 + (t− 1)ρ]

]−1

. (2)

Notice here µt is a weighted average of the prior mean and signal realizations, and σ2
t is

independent of the signals and is decreasing in t. The derivation of the updated demand

distribution can be found in Clemen and Winkler (1985).

4. Analysis

4.1 The Main Model

In this section, we consider a retailer who seeks to maximize her expected profit by mak-

ing dynamic ordering decisions. The retailer adjusts the stock level according to the most

recently available information from the market. The retailer faces a tradeoff between lower

acquisition cost in early periods and better demand information in late periods. By ordering

more in early periods, the retailer can save on acquisition cost. However, early orders are

realization when updating demand estimate and the joint distribution of the signals. However, the notation
could be much messier (see Clemen and Winkler (1985)).
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also exposed to larger demand uncertainty. Intuitively, the retailer distributes its orders

throughout the planning horizon to take advantage of the lower cost with early orders and

better information available while placing late orders.

Since the demand distribution is updated at every period and ordering decisions are made

based on observed signal realizations, we need to utilize a dynamic solution technique. We

formulate the dynamic program as follows.

• Planning horizon: t = 1, . . . , T + 1.

• State: xt – total units ordered by the end of period t; Ψt = {ψ1, . . . , ψt} – the vector

of signal realizations up to period t.

• Action: Qt – nonnegative order quantity in period t.

• Sequence of events in period t ∈ [1, T ]: (1) Observe signal ψt; (2) update estimate µt

and σt; (3) review inventory position xt−1; (4) order Qt and incur cost ctQt; (5) raise

inventory position to xt = xt−1 + Qt.

• Events in period T + 1: Demand D is realized, and revenue r ·min{D, xT} is collected.

Let Vt be the profit-to-go function at the beginning of period t, after observing signal ψt.

Then

Vt(xt−1|Ψt) = max
xt≥xt−1

{
Eψt+1|Ψt [Vt+1(xt|Ψt, ψt+1)]− ct(xt − xt−1)

}
, (3)

VT (xT−1|ΨT ) = max
xT≥xT−1

{
ED|ΨT

[r min(D, xT )]− cT (xT − xT−1)
}

. (4)

Notice that the above DP is multi-dimensional. This makes it difficult to be solved

numerically under any reasonable settings, due to curse of dimensionality. Fortunately, the

following lemmas allow us to reduce it to a two-dimensional DP. Lemma 1 specifies the

distribution of ψt+1|Ψt, and Lemma 2 introduces a sufficient statistics that would help us

collapse the state space.

Lemma 1 The marginal distribution of ψt+1, t = 1, . . . , T − 1, given all the previous signal

realizations Ψt = {ψ1, . . . , ψt}, is normal with mean

µψt+1 = µ0 +
σ2

0 + ρσ2

tσ2
0 + σ2[1 + (t− 1)ρ]

t∑
i=1

(ψi − µ0) (5)

and variance

σ2
ψt+1

= σ2
0 + σ2 − t(σ2

0 + ρσ2)2

tσ2
0 + σ2[1 + (t− 1)ρ]

. (6)
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Lemma 2 For all t = 1, . . . , T , It =
∑t

i=1 ψi is a sufficient statistics of the observed infor-

mation Ψt.

Lemma 2 states that in any period, the ordering decision can be made based on the

inventory position and the sum of all the observed signals (or other equivalent statistics,

such as average of the signals) only, and it is not necessary to record the whole vector Ψt.

Using this result, we can simplify the DP (3) and (4) to 2-dimensional:

Vt(xt−1|It) = max
xt≥xt−1

{Gt(xt|It)}+ ctxt−1, (7)

Gt(xt|It) = EΨt+1|It [Vt+1(xt|It + ψt+1)]− ctxt, (8)

GT (xT |IT ) = ED|IT
[r min(D, xT )]− cT xT . (9)

The following proposition characterizes the optimal ordering policy.

Proposition 1 The optimal ordering policy is a state-dependent base-stock policy. In each

period t, t = 1, . . . , T , there exists an optimal base-stock level

St(It) = arg max
x
{Gt(x|It)} ,

which is a function of the current information It. The optimal order quantity is St(It)−xt−1

if xt−1 < St(It) and zero otherwise.

To summarize, the retailer should follow a base-stock replenishment policy and the opti-

mal base-stock level is given by some unknown function St(It). Theoretically, one can solve

the two-dimensional dynamic program numerically and find the optimal base-stock level in

each period for any given I. In Proposition 2, we show analytically that St(It) is a linear

function of It, and further characterize its slope and intercept. This result simplifies the

calculation of the base-stock levels to a great extent.

Proposition 2 The optimal base-stock level St(It), t = 1, . . . , T , is a linear function of It,

i.e., St(It) = atIt + bt. The slope

at =
σ2

0

tσ2
0 + σ2[1 + (t− 1)ρ]

,

and the intercept bt is a solution to gt(bt) = 0, where functions gt() are given by

gt(yt) =

∫ yt−a2
t+1

(1−ρ)σ2

σ2
0

−bt+1

at+1σψt+1

−∞
gt+1(yt − a2

t+1

(1− ρ)σ2

σ2
0

− at+1σψt+1ζ)dΦ(ζ) + ct+1 − ct,

gT (yT ) = rΦ̄

(
yT − µ0

σ2
0
σ2

T

σT

)
− cT ,
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and Φ() is the standard normal c.d.f.

The detailed proof of the above proposition is in the Appendix. Here we sketch the proof

and discuss the key findings. Since St(It) maximizes Gt(·|It), we need to check the first order

derivative of Gt(·|It), which turns out to be of the following recursive form:

∂Gt(xt|It)

∂xt

=

∫ ψ̃t+1

−∞

∂Gt+1(xt+1|It + ψt+1)

∂xt+1
xt+1=xtdFt+1(ψt+1) + ct+1 − ct. (10)

Here Ft+1 is the c.d.f of ψt+1|Ψt, and ψ̃t+1 (as a function of xt and It) is the threshold such

that in period t + 1 the order-up-to level St+1(It + ψt+1) is less than xt if ψt+1 ≤ ψ̃t+1, or

equivalently, nothing should be ordered in t + 1 if ψt+1 ≤ ψ̃t+1. Expanding the recursive

equation (10), we get

∂Gt(xt|It)

∂xt

= −ct + ct+1Pt+1 + · · ·+ cT PT

+

∫ ψ̃t+1

−∞
· · ·

∫ ψ̃T

−∞
rΦD|ΨT

(xt)dFT (ψT ) · · · dFt+1(ψt+1), (11)

where ΦD|ΨT
is the c.d.f. of the demand, given signals ΨT , and Pi, i = t + 1, . . . , T is the

probability that no order is placed from period t+1 to i−1 and a positive quantity is ordered

in period i. Equation (11) explicitly provides an equivalent of the first order condition in

the traditional newsvendor model. In particular, if the retailer orders one more unit in t,

then the retailer (i) incurs an immediate cost ct; (ii) saves ct+1 if that unit was to be ordered

in t + 1, or ct+2 if the unit was to be ordered in t + 2, and so on; (iii) collects additional

revenue r if no order is placed in t+1, . . . , T and the realized demand is larger than xt. Note

that (i) and (iii) correspond to the standard overage and underage cost in the traditional

newsvendor model. While in our model, we have an extra underage cost (ii), which is due to

the cost advantage of placing early orders. The optimal base-stock level is chosen to balance

the overage cost (i) and the expected underage cost (ii) and (iii).

Although Gt is defined on a two-dimensional state space (xt, It), the partial derivative

above only depends on xt − atIt (see proof in Appendix). Thus, we are able to conclude

that St(It) is linear and can be written as atIt plus some term bt. Both parameters at and

bt are independent of signal realizations, so they can be solved offline. In each period, after

observing the information It, the retailer only needs to calculate a simple linear expression

atIt + bt, instead of inputting It into the system and re-solving the two-dimensional DP to

find the optimal base-stock level. Moreover, we derive the analytical expression of at and
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provide a set of one-dimensional recursive equations characterizing bt. This substantially

simplifies the process of searching for the optimal base-stock levels.

Next we introduce a linear transformation that allows us to write St as a function of the

updated mean demand, µt.

Corollary 1 The state-dependent base-stock level can be written as St(µt) = ãtµt + b̃t, for

all t = 1, . . . , T , where

ãt = 1,

b̃t = bt − σ2
t

σ2
0

µ0.

Recall that in the standard newsvendor model the optimal order quantity is equal to

the sum of the mean demand and a term capturing the safety stock requirements. The

safety stock level depends on demand uncertainty and overage/underage costs. The result

in Corollary 1 suggests a similar relationship. The optimal base-stock level in period t can

simply be written as the sum of the last-updated mean demand µt and a safety stock term

b̃t, which captures the impact of demand uncertainty and overage/underage costs.

Next, we demonstrate how the state-dependent base-stock policy is affected by parame-

ters such as correlation and mark-up levels. Recall that Corollary 1 shows that the optimal

base-stock level in period t is St = µt + b̃t, where µt is the expected forecasted demand and b̃t

is the safety stock needed. Since µt depends on the realizations of the signals and is clearly

given by (1), here we only illustrate how the safety stock term, b̃t, changes under different

settings.

Figure 1 plots how b̃t changes with time in a 4-period problem for r = 10, 15 and ρ =

0, 0.25, 0.5, 0.75, 1. The other parameters are set at: ct = c1+(t−1)∆c with c1 = 6, ∆c = 0.1;

µ0 = 20, σ2
0 = 25, and σ2 = 16. The following observations summarize our findings:

Observation 1: When ρ is small, the slope of b̃t (as a function of t) is steeper and the safety

stock level is lower in earlier periods. The intuition is as follows: The amount of safety stock

depends on what information has been observed and what information is being expected.

Higher correlation ρ implies that less valuable information will be observed in the future,

therefore, more should be ordered today to take advantage of the low acquisition cost. On

the other hand, when correlation ρ is lower, the retailer expects more valuable information

to be available and more uncertainty to be resolved later in the planning horizon, incenting

the retailer to delay some of the orders.
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Figure 1: Safety stock level b̃t

Observation 2: For r = 10, the last period safety stock b̃T is negative and decreasing in

ρ. On the other hand, for r = 15, b̃T is positive and increasing in ρ. Recall that b̃T =

σT · Φ−1(1 − cT /r), where the first term σT increases in ρ and the second term is positive

if the critical fractile 1 − cT /r ≥ 0.5 and negative otherwise. Here the critical fractiles

are roughly 0.4 and 0.6 for r = 10 and 15. Intuitively, if ρ is low, the signals are more

informational, the demand estimate is more accurate, and thus b̃T is closer to zero.

Observation 3: When ρ = 1, b̃t is decreasing in t. In fact, since signals are perfectly correlated,

everything should be ordered in the first period. Here when ρ = 1, future signals are

deterministically known and µt is a constant. The base-stock level St = µt + b̃t is decreasing,

then nothing will be ordered after period 1.

4.2 The Impact of Information and Fixed Ordering Costs

Our main model has been built on two important assumptions: (i) costless information

acquisition; and (ii) no fixed ordering (set-up) costs. When it is costless to acquire signals

and there is no fixed cost associated with placing an order, the retailer is always better off

by observing all signals and can order anytime during the planning horizon. In practice,

however, this may not always be possible. In this section we investigate how relaxing these

assumptions would change our results.
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Costly Information

In many practical settings, valuable information comes at a cost. If we incorporate costly

information acquisition into our model, the retailer will have to make an additional decision

on whether or not to acquire a signal in each period. It is straightforward to show that for

a given number of signals, the retailer is always better off by observing these signals and

placing the orders as early as possible3. This is because signals are identically distributed

by assumption and the retailer gets the same information value from any signal. Thus, by

ordering early, the retailer gets the same information and can save on acquisition costs.

Following this observation, our main model can be modified to incorporate costly infor-

mation acquisition. Let us assume that a signal acquired at time t costs K. We know that

the marginal benefit of each additional signal is decreasing (see equation (2)). Therefore,

intuitively, there exists an optimal time to stop information acquisition. Let us denote the

stopping time by n. Our main model could be used to characterize the optimal stopping

time as follows: The decision maker has to solve a time truncated version of the main model

with a finite horizon length of n ≤ T . Let us denote the expected profit from the truncated

version of the problem with n signals as V n
0 ,∀n. Then, the optimal stopping time can be

obtained as n∗ = arg maxn ∈{1,··· ,T}{V n
0 − nK}.

Fixed Ordering Cost

In many practical settings, the fixed cost associated with placing an order can be significant

and may affect the supply decisions. In particular, when the acquisition is made from a

remote source, e.g., every time a shipment is made from Asia to North America, it is likely

that there is a significant fixed cost of transportation. Let us assume that placing an order

at time t is associated with a fixed ordering cost Ft.

Intuitively, when there is a fixed cost involved with ordering, the optimal ordering policy

naturally extends to a min-max type. The following proposition shows that the optimal

ordering policy in this case is a state-dependent (s, S) policy.

Proposition 3 The optimal ordering policy under fixed ordering cost is a state dependent

(s, S) policy. In each period t, there exist two parameters st(It) and St(It), which are func-

3If acquired signals are symmetric in terms of quality and costs the retailer’s decision reduces to determin-
ing the number of signals to be acquired. Incorporating the information acquisition decision of asymmetric
signals, however, renders the dynamic program intractable.
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tions of the current information It, such that the optimal order quantity is St(It) − xt−1, if

xt−1 ≤ st(It), and zero otherwise.

Unfortunately, analytical characterization of parameter St(It) and st(It) is not a trivial

task in this case and the linearity result from Corollary 1 does not apply.

5. Discussion

Analytical characterization of ordering policies under costly information and fixed ordering

costs is very complicated and beyond the scope of this paper. Nevertheless, understanding

the impact of such factors on the retailer’s ordering behavior is important for generating

managerial insights. In what follows, we develop a static single order model to understand

the impact of a significantly high fixed cost of ordering and costly information. This helps

us develop intuition on two aspects of the problem: First, by analyzing this special case, we

understand how the retailer would behave when fixed costs are significantly high. Secondly,

we can also compare the outcome of this special case with our main model to understand

when and by how much a responsive-frequent ordering strategy is better than a static-cost

efficient strategy.

The Static Single Order Model

Suppose that the retailer decides at the beginning of the planning horizon, i.e., at t = 0, to

order once at time t ≤ T . In this case, the retailer acquires signals Ψt = (ψ1, ψ2, ..., ψt) and

orders at time t. Or if she chooses not to update, she orders at t = 0 at unit cost c0 = c1.

By ordering only once, the retailer saves from fixed costs of ordering and by ordering early

he also saves from cost of information updating.

Using the same notation as before, it is easy to show that (see derivation in the ap-

pendix), when the retailer orders at time t, the optimal order quantity is: S∗t (Ψt) =

µt(Ψt)+σtΦ
−1 (1− ct/r), where Φ−1 is the inverse of the standard normal c.d.f. The expected

optimal profit by ordering at time t is given by:

Λt = EΨt [Πt(S
∗
t |Ψt)] = (r − ct)µ0 − rσtφ

(
Φ−1

(
1− ct

r

))
−Kt. (12)

The first term in equation (12) can be interpreted as retailer’s profit in the absence of any

uncertainty about the demand and the second term can be interpreted as being the cost of

having imperfect demand forecast. The third term captures the cost of information. The
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retailer’s optimal time to order is given by t∗ = arg max0≤t≤T Λt. For the sake of brevity,

the derivation of the static-single order model objective function and our analytical results

about this model are delegated to the appendix.

Proposition 4 in the Appendix provides us with qualitative insights on the retailer’s

optimal ordering behavior if a one-shot static ordering strategy is used. Our results suggests

that delaying the ordering decision can be beneficial in the single order case if (i) the mark-

up level is low; (ii) the initial demand estimate is highly uncertain; and (iii) the quality

of observed demand signals is sufficiently high. Furthermore, it is quite intuitive that the

retailer delays ordering if the information cost is low and the acquisition cost increase is low.

Comparison of Static Single-Order Model and the Multi-Order Model

The impact of costly information is clear and quite intuitive: The retailer should acquire less

signals and order earlier as the cost of information increases. Let us now compare the static

single order case and our responsive multiple order case from the main model. Our goal is

to understand (i) when responsiveness helps; and (ii) what magnitude of fixed ordering costs

would force the retailer to forgo the benefits of a responsive multiple order strategy.

Obviously, the multiple order strategy dominates the single order strategy since the

latter can be considered as a special case of the former, in the absence of fixed order-

ing costs. We conduct an extensive numerical experiment to better understand the per-

formance gap between the multiple order and the single order case and its drivers. In

particular, we consider a numerical example where K = 0 and Ft = 0, to isolate the

effects of fixed ordering and information costs. The other cost parameters are: c1 = 6

is fixed, ∆c = 0.05, 0.1, and r = 7.5, 10, 15, 30 (so that the profit margins in period 1

(1 − c1/r) are 20%, 40%, 60%, 80%, respectively). Information parameters are: µ0 = 20 is

fixed, σ2
0 = 16, 25, 36, σ2 = 4, 9, 16, 25, 36, ρ = 0, 0.25, 0.5, 0.75, 1, and the number of available

signals are fixed at 3. Define the performance gap between two strategies

∆ =
ΠM − ΠS

ΠS

× 100%,

where ΠM and ΠS are the optimal profits of the multiple order and single order strategies.

Subtotal averages of the profit differences are calculated with regard to the five varying

parameters r, ∆c, σ2
0, σ

2, ρ. For example, among a total of 600 instances, 300 are with ∆c =

0.05 and the other 300 are with ∆c = 0.1. Profit differences are averaged within the two sub

categories, and the two average differences are plotted in the second graph of Figure 2.
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Figure 2: Profit Comparison of the Multi and Single order Strategies: An Aggregate Analysis

Figure 2 reveals several patterns: the performance gap is larger when retail price r is low,

when the prior demand information is not accurate (i.e., σ2
0 is large), and when correlation

between signals, ρ, is low. For the other two parameters ∆c and σ2, the gap appears to

be a unimodal function. Notice when ∆c is extremely low (high), a single order at the last

(first) period will suffice. This makes the two strategies achieve similar profits. Similarly,

when signal variance σ2 is extremely low, which implies a signal is of more informational

value, a single signal may be enough to generate a pretty accurate estimate. So it might

be better for the retailer to order at the very beginning to save on purchasing cost. On the

other hand, if σ2 is too high, it makes no sense to wait for the future signals. The optimal

policy again turns out to be ordering in the first period. Therefore, under these settings, the

responsiveness does not help much.

In summary, the numerical analysis helps us quantify the benefit of responsiveness, and

identify when responsiveness (i.e., a multiple order strategy) is more valuable and when a

simple single-ordering strategy could also perform well. Understanding the magnitude and

the drivers of the performance gap is crucial when information is costly and a retailer needs

to make a decision on the frequency of orders. The above analysis helps us understand the

impact of fixed ordering and information costs. Even when such costs exists, the retailer is

likely to prefer a frequent multiple order strategy over a single order strategy especially if

(i) the mark-up level is low, (ii) the prior uncertainty is high, (iii) the signal correlation is

low, and (iv) the information (signal) quality is neither very high nor very low.

6. Conclusions and Managerial Implications

Our research explored the tradeoff between increasing acquisition cost and the benefit of

improved demand forecast. We started our analysis with our main model (the multi order
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strategy) and focused on the tradeoff between increasing acquisition cost and the benefit of

improved demand forecast. The analytical findings of our main model are novel in the sense

that we can completely characterize the ordering strategy and provide a simple method for

calculating the optimal order quantities. We showed that every time a demand signal is

acquired, the retailer should bring the stock level to an information state dependent order

up to level. Our core result shows that the order up to level is a linear function of the

information state. Furthermore, the optimal order up to level can be written as the sum of

the most-recently updated mean demand and a safety stock term. The safety stock term is

independent of the signal realizations and can be calculated off-line.

Then, we hypothesized that the fixed ordering and information costs could make the

multiple order strategy less attractive for the retailer. Using a special case of our model

(the single order strategy), we investigated the conditions under which one strategy could

outperform the other. We showed that when the fixed ordering and information costs are

negligible, the multiple order strategy appears to outperform the single order strategy. We

quantified the performance gap between the two strategies and found that the gap is larger

when the mark-up level is low, the prior uncertainty is high, the signal correlation is low,

and the information (signal) quality is neither very high nor very low. The decision on

which strategy to adopt under different business environments involves a tradeoff between

the benefit due to responsiveness and the cost due to acquiring information multiple times

and fixed costs of ordering.

Our research findings have several managerial implications as we characterize the optimal

ordering strategies for a spectrum of business environments. Interestingly, retailers in the

toy industry have developed similar supply strategies to cope with highly volatile seasonal

demand (Wong et al. 2005). On one end of the spectrum are One-off retailers that adopt

a one-shot order strategy. The order is normally made long before the selling season to

reduce acquisition cost. Making a single bulk order also reduces operational complexity and

avoids fixed ordering costs. On the other extreme are Just-in-Time retailers that monitor the

constantly evolving market and respond to market signals by placing multiple orders before

the demand is realized. Early orders take advantage of low acquisition costs, and late orders

take advantage of improved demand forecast. An optimally designed portfolio of early and

late orders helps retailers achieve the best performance.

Our multiple order model seems to mimic the supply strategies of the so-called Just-in-

Time retailers while the single order model mimics the one-off type retailers. Comparison of
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these two strategies helps us understand the conditions where one strategy could be better

than the other.

Our findings suggests that a responsive multiple order strategy could benefit retailers with

the following characteristics. First, retailers that already have sophisticated IT infrastructure

in place are good fit for the multi-order strategy, because this infrastructure would allow the

retailers to incorporate the evolving information into their systems without much hassle.

Second, retailers with lower mark-ups are also good candidates for the multi order strategy,

because, in order to be profitable, these retailers need to minimize the operational costs

associated with matching supply with demand. This makes the multiple order strategy

more attractive. Third, retailers who are facing considerable risks associated with new

product introduction are also good candidates, because responsiveness helps resolve the

initial demand uncertainty by continuously monitoring the market and dissipate risk by

making multiple orders. Finally, retailers with access to multiple independent sources of

information can potentially benefit from the multi order strategy.

On the other hand, traditional retailers and supermarket stores are more likely to adopt

the single order strategy, because in addition to the toy products, these retailers sell many

other products to the consumers. They care more about operational complexity, and it is

also very difficult for those retailers to incorporate evolving market demand information into

their planning systems and make decisions accordingly. Also, the single order strategy could

fit retailers that operate under high margins.
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Appendix A: Omitted Proofs in the Main Model

Proof of Lemma 1

Since ΨT = {ψ1, . . . , ψT} is T -variate normal with mean µ = {µ0, . . . , µ0} and intraclass

covariance matrix Σ̃, which is denoted NT (µ, Σ̃), the marginal distribution of each component

is N(µ0, σ
2
0 + σ2) and the conditional distribution of any subset of ΨT is also multivariate

normal (Tong 1990).

Suppose Ψt = {ψ1, . . . , ψt} is observed, while {ψt+1, . . . , ψT} is unknown. Then the T -

dimensional vector µ can be segmented into (µ1, µ2), where µ1 and µ2 are (T − t)- and

t-dimensional, and the T × T covariance matrix Σ̃ can be segmented into four parts, i.e.,

Σ̃ =

[
Σ11 Σ12

Σ21 Σ22

]
,

where Σ11, Σ12, Σ21, and Σ22 are (T−t)×(T−t), (T−t)×t, t×(T−t), and t×t, respectively.

Without any knowledge about other signals, the distribution of {ψt+1, . . . , ψT} is NT−t(µ1, Σ11).

While the conditional distribution of {ψt+1, . . . , ψT}, given Ψt, is NT−t(µ
′
1, Σ

′
11) (Tong 1990),

where

µ′1 = µ1 + Σ12Σ
−1
22 (Ψt − µ2),

Σ′
11 = Σ11 − Σ12Σ

−1
22 Σ21.

Applying Press’ (1972) technique to inverse Σ22, we are able to simplify the above equa-

tions. The mean vector consists of T − t identical components, which is equal to

µ0 +
σ2

0 + ρσ2

tσ2
0 + σ2[1 + (t− 1)ρ]

t∑
i=1

(ψi − µ0).

The covariance matrix is still intraclass with diagonal components being equal to

σ2
0 + σ2 − t(σ2

0 + ρσ2)2

tσ2
0 + σ2[1 + (t− 1)ρ]

and off-diagonal components being

σ2
0 + ρσ2

tσ2
0 + σ2[1 + (t− 1)ρ]

(1− ρ)σ2.

Finally the marginal distribution of ψt+1|Ψt is obvious.
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Proof of Lemma 2

First consider period T . The distribution of D|ΨT is N(µT , σ2
T ), and from (1) and (2) we

can see that σ2
T is independent of the signals’ realizations and µT is just a function of the

sum of the signals. Therefore VT only depends on xT−1 and IT =
∑T

i=1 ψi.

Now suppose in period t + 1 the sufficient statistics is It+1 =
∑t+1

i=1 ψi. Then in period

t, we just need to make sure that the distribution of ψt+1|Ψt only depends on the sum
∑t

i=1 ψi. Lemma 1 shows that the conditional distribution is still normal, that its variance

is independent of Ψt, and that its mean is a function of the sum. So the proof is complete.

Proof of Proposition 1

A base-stock policy is optimal if functions Gt, t = 1, . . . , T are concave in xt for any given

It. Moreover, the optimal base-stock level St(It) is given by

St(It) = argmaxx {Gt(x|It)} .

Now we prove the concavity by induction. Firstly, it is obvious that GT is concave in xT for

any given IT . Moreover, ∂GT (xT |IT )
∂xT

goes from r − cT to −cT . Letting ST (IT ) be the global

maximizer of GT (·|IT ), we know

max
xT≥xT−1

{GT (xT |IT )} =

{
GT (ST (IT )|IT ) if xT−1 < ST (IT )
GT (xT−1|IT ) if xT−1 ≥ ST (IT )

is continuous, decreasing and concave in xT−1 for any IT , which implies VT (·|IT ) is concave

and has an internal global maximum. Now it is straightforward to show GT−1(·|IT−1),

which is equal to E[VT ] plus a linear term, is concave. Apply the argument to period

T − 1, T − 2, . . . , 1, we are able to show all the Gt(·|It) are concave.

Proof of Proposition 2

By induction. First it is obvious to see that in period T with IT being observed, the problem

reduces to standard single-period newsvendor problem with overage cost cT and underage

cost r − cT . Therefore the optimal stock level is

ST = µT + σT Φ−1(1− cT

r
),

Substitute (1) into the above equation, we can write

ST = aT IT + bT ,
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where

aT =
σ2

0

Tσ2
0 + σ2[1 + (T − 1)ρ]

,

bT =
µ0

σ2
0

σ2
T + σT Φ−1(1− cT

r
).

Moreover,

∂GT (xT |IT )

∂xT

= rΦ̄(
xT − µT

σT

)− cT = rΦ̄(
xT − aT IT − µ0

σ2
0
σ2

T

σT

)− cT ,

which implies that the first order derivative is actually a function of xT − aT IT . So it can be

written as

gT (yT ) = gT (xT − aT IT ) =
∂GT (xT |IT )

∂xT

,

and, by definition, gT (bT ) = 0.

Suppose in period t + 1, St+1(It+1) = at+1It+1 + bt+1, and ∂Gt+1(xt+1|It+1)
∂xt+1

only depends on

xt+1 − at+1It+1. Similarly we define gt+1(yt+1) = gt+1(xt+1 − at+1It+1) = ∂Gt+1(xt+1|It+1)
∂xt+1

, and

gt+1(bt+1) = 0. Now consider period t. We need to show what holds in t + 1 also holds in t.

From (7),

Vt+1(xt|It+1) = max
xt+1≥xt

{Gt+1(xt+1|It+1)}+ ct+1xt

=

{
G∗

t+1(It+1) + ct+1xt if xt < St+1(It+1)
Gt+1(xt|It+1) + ct+1xt if xt ≥ St+1(It+1)

,

where G∗
t+1(It+1) = Gt+1(St+1(It+1)|It+1). Then put it into (8)

Gt(xt|It) = Eψt+1|It [Vt+1(xt|It + ψt+1)]− ctxt

=

∫ ∞

ψ̃t+1

G∗
t+1(It + ψt+1)dFt+1(ψt+1) +

∫ ψ̃t+1

−∞
Gt+1(xt|It + ψt+1)dFt+1(ψt+1)

+(ct+1 − ct)xt,

where ψ̃t+1 is defined such that St+1(It + ψ̃t+1) = xt (so it is a function of xt and It, or more

precisely, ψ̃t+1 = (xt − at+1It − bt+1)/at+1 ), and Ft+1() and ft+1() are the c.d.f and p.d.f of

ψt+1|It.
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Since St(It) maximizes Gt(·|It), we need to check the first order derivative.

∂Gt(xt|It)

∂xt

= −G∗
t+1(It + ψ̃t+1)ft+1(ψ̃t+1)

∂ψ̃t+1

∂xt

+ Gt+1(xt|It + ψ̃t+1)ft+1(ψ̃t+1)
∂ψ̃t+1

∂xt

+

∫ ψ̃t+1

−∞

∂Gt+1(xt|It + ψt+1)

∂xt

dFt+1(ψt+1) + ct+1 − ct

=

∫ ψ̃t+1

−∞

∂Gt+1(xt|It + ψt+1)

∂xt

dFt+1(ψt+1) + ct+1 − ct

=

∫ xt−at+1It−bt+1
at+1

−∞
gt+1(xt − at+1It − at+1ψt+1)dFt+1(ψt+1) + ct+1 − ct

=

∫ xt−at+1It−bt+1−at+1µψt+1
at+1σψt+1

−∞
gt+1(xt − at+1It − at+1(µψt+1 + σψt+1ζ))dΦ(ζ)

+ct+1 − ct.

Now it is clear that the derivative depends only on xt − at+1It − at+1µψt+1 . Substitute (5)

into this expression and after some algebraic manipulations, we can write the derivative as

a function of yt = xt − atIt, i.e.,

gt(yt) =

∫ yt−a2
t+1

(1−ρ)σ2

σ2
0

−bt+1

at+1σψt+1

−∞
gt+1(yt − a2

t+1

(1− ρ)σ2

σ2
0

− at+1σψt+1ζ)dΦ(ζ) + ct+1 − ct,

and here

at =

[
1 +

σ2
0 + ρσ2

tσ2
0 + σ2[1 + (t− 1)ρ]

]
at+1.

Solve the above recursive equation, we finally get

at =
σ2

0

tσ2
0 + σ2[1 + (t− 1)ρ]

.

Let bt be such that gt(bt) = 0 (such a bt must exist since it can be checked recursively

that gt(yt), t = 1, . . . , T − 1, goes from ct+1 − ct to −ct continuously and monotonically

as yt goes from −∞ to ∞), then, by definition, the optimal base-stock level is such that

St − atIt = y∗t = bt, which completes the induction argument.

Proof of Corollary 1

From (1), it follows

It =

[
µt

σ2
t

− µ0

σ2
0

]
σ2[1 + (t− 1)ρ].

22



To re-write St(It) to St(µt), we equate atIt + bt with ãtµt + b̃t. Then it is straightforward

to see that, for all t = 1, . . . , T ,

ãt = at

[
σ2[1 + (t− 1)ρ]

σ2
0

+ t

]
= 1,

b̃t = bt − σ2
t

σ2
0

µ0 = bt − σ2 + (t− 1)ρσ2

tσ2
0 + σ2 + (t− 1)ρσ2

µ0.

Proof of Proposition 3

When there are positive fixed ordering cost Ft, the DP can be formulated as follows.

Vt(xt−1|It) = max
xt≥xt−1

{−Ft · 1{xt>xt−1} + Gt(xt|It)
}

+ ctxt−1,

Gt(xt|It) = EΨt+1|It [Vt+1(xt|It + ψt+1)]− ctxt,

GT (xT |IT ) = ED|IT
[r min(D, xT )]− cT xT .

The the optimality of (s, S) policy can be proved by the standard induction argument: we

know that the GT (·|IT ) is concave with interior maximizers, so VT (·|IT ) is FT -concave; the

FT -concavity is preserved through expectation, so GT−1(·|IT−1) is FT -concave, hence FT−1-

concave (since Ft is decreasing); then VT−1(·|IT−1) is FT−1-concave.

Appendix B: The Static Single Order Model

The expected profit from ordering at time t, given the vector of signal realizations Ψt =

(ψ1, ψ2, ..., ψt), is

Πt(St|Ψt) = EDt|Ψt [πt(St, Dt)] ,

where πt(St, Dt) is retailer’s profit if the retailer orders St and the realized demand is Dt,

and is given by

πt(St, Dt) = r min(Dt, St)− ctSt −Kt, (A.1)

where K is the cost of one information signal. At time t, the retailer decides the optimal

order quantity by solving the following optimization problem

max
St

Πt(St|Ψt).

The retailer’s optimal order quantity, given signal realizations Ψt, is

S∗t (Ψt) = µt(Ψt) + σtΦ
−1

(
1− ct

r

)
,
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where Φ−1 is the inverse of the standard normal c.d.f. Substituting the optimal order quantity

back into the profit function in (A.1), retailer’s optimal profit for given signal realizations

Ψt becomes,

Πt(S
∗
t |Ψt) = (r − ct)µt(Ψt)− rσtφ

(
Φ−1

(
1− ct

r

))
−Kt. (A.2)

The first term in equation (A.2) can be interpreted as retailer’s profit in the absence of any

uncertainty about the demand and the second term can be interpreted as being the cost

of having imperfect demand forecast. Taking the expectation with respect to Ψt, we can

calculate the expected profit at the beginning of the planning horizon if the retailer orders

at time t. Let us denote this expected profit as Λt and refer to this expected profit as the

retailer’s value function.

Λt = EΨt [Πt(S
∗
t |Ψt)]

= (r − ct)µ0 − rσtφ
(
Φ−1

(
1− ct

r

))
−Kt.

Then, the optimal profit is Λ∗ = max0≤t≤T Λt, and the optimal time to order is given by

t∗ = arg max0≤t≤T Λt.

It is straightforward to numerically calculate all Λt for t = 0, 1, 2, ..., T and find the

optimal stopping time. However, the complexity of the second term −rσtφ
(
Φ−1

(
1− ct

r

))

in the value function Vt prevents finding a closed form solution for the optimal stopping

time. Nevertheless, a closer investigation provides valuable insights on the structure of the

optimal stopping time. Note that, delaying the order time (increasing t) has three effects on

the retailer’s profit: (i) the deterministic part of the profit function (i.e., (r − ct)µ0 − Kt)

is decreasing; (ii) the cost associated with variability (i.e., −rσt) is decreasing; and (iii) the

newsvendor cost/benefit critical ratio φ
(
Φ−1

(
1− ct

r

))
differs by the order timing.

Let us now denote f(t) = φ
(
Φ−1

(
1− ct

r

))
and first consider the impact of ordering time

on the stochastic part of the profit function. In what follows, we investigate the behavior of

-σtf(t) with respect to ordering time t.

Lemma 3 When r > 2ct, f(t) = φ
(
Φ−1

(
1− ct

r

))
is increasing in t. Otherwise, f(t) =

φ
(
Φ−1

(
1− ct

r

))
is decreasing in t.

Proof. Figure 3 illustrates the behavior of f(t) with respect to t. First of all it is easy to

see that 1− ct/r is decreasing in t since ct is increasing in t. Thus, Φ−1
(
1− ct

r

)
is decreasing
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Figure 3: The behavior of φ
(
Φ−1

(
1− ct

r

))

in t (see Figure 3 for a visual sketch of the proof). It is also true that the density of normal

distribution φ(x) is decreasing (increasing) in x when x > 0 (x < 0). Therefore, it is also

true that: {
∂f(t)

∂t
≥ 0 if 1− ct/r ≥ 1/2

∂f(t)
∂t

< 0 if 1− ct/r < 1/2
.

Lemma 4 −σt

∂σt/∂t
is nonnegative, increasing in σ and decreasing in σ0.

Proof. σt = 1
σ0
−2+ t

σ2 (1+ρ (−1+t))

. ∂σt

∂t
= (−1+ρ) σ2 σ0

4

(σ2 (1+ρ (−1+t))+σ0
2 t)2

≤ 0.

Then, −σt

∂σt/∂t
= −

(
(1+ρ (−1+t)) (σ2 (1+ρ (−1+t))+σ0

2 t)
(−1+ρ) σ0

2

)
≥ 0.

∂
−σt

∂σt/∂t

∂σ
= −2 σ (1+ρ (−1+t))2

(−1+ρ) σ0
2 ≥ 0;

∂
−σt

∂σt/∂t

∂σ0
= 2 σ2 (1+ρ (−1+t))2

(−1+ρ) σ0
3 ≤ 0.

Proposition 4 When r < 2ct, -σtf(t) is increasing in t. When r ≥ 2ct, -σtf(t) is increasing

in t if f(t)
∂f(t)/∂t

≥ −σt

∂σt/∂t
. Otherwise, -σtf(t) is decreasing in t.

Proof. By the Chain rule, ∂−(σtf(t))
∂t

= −σt
∂f(t)

∂t
− f(t)∂σt

∂t
. From Lemma 4, ∂σt

∂t
≤ 0. By

definition, σt ≥ 0 and f(t) ≥ 0.

• When r < 2ct, from Lemma 3, ∂f(t)
∂t

≤ 0. Therefore, -σtf(t) is increasing in t.

• When r ≥ 2ct, from Lemma 3, ∂f(t)
∂t

≥ 0. ∂−(σtf(t))
∂t

= −σt
∂f(t)

∂t
− f(t)∂σt

∂t
. Rearranging

terms, it is easy to show that ∂−(σtf(t))
∂t

≥ 0 ⇔ f(t)
∂f(t)/∂t

≥ −σt

∂σt/∂t
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Proposition 4 explains the complex behavior of the expected profit function and helps us

obtain the following insights: First, when the mark-up level is low (i.e. r < 2c0) delaying

the ordering time can be beneficial for the retailer. Second, when the mark-up level is high

(i.e. r ≥ 2c0), delaying the ordering time may not be beneficial for the retailer. The retailer

can obtain benefits from ordering later if the condition f(t)
∂f(t)/∂t

≥ −σt

∂σt/∂t
is satisfied. Note

that, using Lemma 4, the right hand side of this inequality is nonnegative, increasing in σ

and decreasing in σ0. This suggests that delaying the ordering time can be beneficial for

the retailer if the initial demand estimate is highly uncertain and the signals observed are

of high quality. Similarly, the left hand side of the inequality can have high values when

1 − ct/r → 1/2 (see Figure 3 for a graphical demonstration). This simply suggests that

the retailer can be better off with delaying ordering when the mark-up levels are low in the

r ≥ 2ct region , i.e. r → 2ct.

To summarize, delaying the ordering decision can be beneficial in the single order case

if (i) the mark-up level is low; (ii) the initial demand estimate is highly uncertain; and (iii)

the quality of observed demand signals is sufficiently high. Obviously, this discussion ignores

the change on the deterministic part of the expected profit function that is caused by the

acquisition cost increase and the information acquisition cost, i.e., (r− ct)µ0−Kt. This part

of the profit function, by assumption, is always decreasing over time. This suggests that

the increase in the variable part of the profit function should compensate for the decrease

in the deterministic part, i.e. (ct − ct−1)µ0 −K, every time the order is delayed. The above

discussion sheds light on this issue: Unless the mark-up levels are sufficiently low and the

prior variability is high, information updating is not beneficial for the retailer. On the other

hand, with high mark-up levels and low prior uncertainty, the single order retailer is better

off by ordering early.
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