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THE ACCURACY OF EXTRAPOLATIVE FORECASTING METHODS:
ADDITIONAL EMPIRICAL EVIDENCE

Robert Fildesi , Michele Hibon 2 , Spyros Makridakis2 and Nigel Mead&

The M-Competition (Makridakis et al., 1982) examined the post-sample forecasting accuracy
of all major extrapolative (time series) methods, available at that time, using 1001 time series
collected from a variety of sources and covering micro, macro, and demographic data. These
1001 series were made up of 181 yearly, 203 quarterly and 617 monthly series. The four
major conclusions of the M-Competition can be summarized as follows:
1. Statistically sophisticated or complex methods are not necessarily more accurate than
simpler ones.
2.

The accuracy of the combination of various methods outperforms, on average, the
individual methods being combined and does extremely well in comparison to all other
methods.

3.

The performance of the various methods varies according to the accuracy measure being
used.

4.

The performance of the various methods depends upon the length of the forecasting
horizon.

These conclusions have been replicated by many researchers in three ways. First, the
calculations on which the study was based were re-examined and their accuracy verified
(Armstrong and Lusk, 1983; Simmons, 1986). Second, new methods have been introduced
and the results obtained have been found to agree with the conclusions of the M-Competition
(Clemen, 1989; Koehler and Murphree, 1988; Geurts and Kelly, 1986). Finally, additional
studies using new data series have concurred with these conclusions (Armstrong and Collopy,
1992; Makridakis, 1993).

1 Lancaster University, UK
2 INSEAD, Fontainebleau, France
3 Imperial College, London, UK
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It is the purpose of this paper to replicate the major conclusions of the M-Competition with another
set made up of 263 homogenous monthly series coming from a single source (telecommunications)
and exhibiting a similar pattern characterized by no seasonality, low randomness, and a downward
sloping trend (Fildes, 1992; Grambsch and Stahel, 1990). We conclude that the four major
conclusions of the M-Competition also hold with this data set. However, there is an additional,
interesting finding. A new, simple method, the Robust-Trend (see Grambsch and Stahel, 1990),
performed best overall, in particular for longer forecasting horizons. At the same time, this new
method does not perform as well with the 1001 M-Competition series. This finding suggests that
tailor-made methods can provide a considerable advantage in terms of improved accuracy when a
homogeneous set of series having similar patterns (like those of specific industries or individual
companies) exists.

The paper is organized in three parts. The first part examines and confirms the four major findings
of the M-Competition adding an additional element in the evaluation: Instead of comparing the
post-sample forecasting accuracies at the end of the data, assuming that a single set of forecasts is
being made, it compares five sets of rolling forecasts following the suggestion of Jenkins (1982) and
Fildes (1992). Thus, five ending periods or months (23, 31, 38, 45 and 53) are assumed and five sets
of forecast evaluations are, therefore, being made. As always, when we make post-sample
comparisons we assume that the only information available is up to the ending period involved.
Consequently the forecasts made are compared with the actual values - not used to develop the
model - in order to determine post-sample accuracies and evaluate the performance of the various
methods. The second part examines the performance of exponential smoothing methods under
three conditions. Under the first condition the parameter values of the three smoothing methods
(Single, Holt and Damped) were set arbitrarily to certain values suggested in the forecasting
literature. Under the second condition (followed by Fildes, 1992) the optimal parameters of the
smoothing methods of Single, Holt's and Damped were found at the end of the first period (the 23rd
month) and were not reoptimized at the end of periods 31, 38, 45 and 53. Under the third
condition, such parameters were optimized at each ending period before the forecasts were being
made. This third type of optimization produced superior results and no outliers in contrast to Fildes'
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(1992) earlier approach. Finally, the concluding section discusses the findings and suggests avenues
for further research.

EXAMINING THE FOUR MAJOR CONCLUSIONS OF THE M-COMPETITION
Figure 1 shows series number 8 (this number was generated randomly between 1 and 32), 40, 72
104, 136, 168, 200, and 232. Practically all (there are six exceptions) 263 series resemble those of
Figure 1. The methods of Naive 1 (Random Walk)', Single*, Holt's* and Damped (Gardner and
McKenzie, 1985) exponential smoothing, AEP*, Linear Regression*, Sliding Simulation
(Makridakis, 1990), Robust-Trend (Grambsch and Stahel, 1990), Holt-Williams (Ionescu-Graff,
1982), Kalman Filter (Pack and Whitaker, 1982), ARARMA*, and Automatic Box-Jenkins
(Stellwagen and Goodrich, 1991) were utilized and their results compared using the accuracy
measures of MAPE, Median APE, % Better, Rankings, Geometric RAE (Armstrong and Collopy,
1992) as well as the Median RAE (Armstrong and Collopy, 1992).

1. Sophisticated vs Simple Methods
Figure 2 shows the Mean Absolute Percentage Error (MAPE) for eight forecasting methods
when the evaluation was done in exactly the same way as in the M-Competition (that is, all data
was used to develop a model and then 18 forecasts were made). Consequently the accuracy of
these forecasts was evaluated with the 18 actual values available, but not used in developing the
model. Figure 2 indicates that the Robust-Trend outperforms all other methods in all
forecasting horizons, and the overall average' . Holt's smoothing is second best overall because
of its superior performance at longer forecasting horizons (twelve to eighteen), while Parzen's
ARARMA model (the most accurate method of the M-Competition in terms of MAPE) is third
best. ARMA models and the Kalman filter (the most sophisticated methods together with
ARARMA) did worse than Holt's smoothing and, in most cases not as well as Damped
smoothing. As there is a strong negative trend the methods of Naive 1 (Random Walk) and
Single exponential smoothing are not appropriate for these series. The same finding was true

* These methods were included in the M-Competition
I There is a slight difference between the calculations of Robust-Trend reported in Fildes (1992) and those of this study
due to a minor programming error.
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with the M-Competition with yearly series which exhibited a trend. In such data Holt's
smoothing outperformed the Naive and Single smoothing by a considerable margin. For these
reasons the methods of Naive and Single smoothing have not been included in Figure 2 as they
are clearly inappropriate for data with a consistent trend. However, in making such an
exclusion it is critical to decide that the trend is persistent and will continue to be so in the
future. If such prior information is not available and the strong performance of these two
methods in the M- and M2-Competitions was taken into account, a forecaster who would have
chosen to adopt Single smoothing instead of Robust-Trend incurred losses in accuracy going
from 18.9% at forecasting horizon 1 to 127.5% at horizon 18.

Figure 3 shows the average MAPE (for the five ending periods of 23, 31, 38, 45, and 53, that is,
a figure similar to Figure 2 was found for the ending periods of 23, 31, 38, and 45 (see Figure 4)
and their average, together with that of 53, computed and shown in Figure 3. There are no
surprises in Figure 3 which is very similar to Figure 2. The performance of the various methods
(particularly that of Robust-Trend) is consistent, although the overall performance of
ARARMA models has improved and becomes more accurate than Holt's smoothing. This
means that if Robust-Trend is excluded ARARMA is the most accurate method in terms of
MAPE (also the case with the M-Competition series).

There is an obvious advantage in Figure 3 as it contains more information than Figure 2. At the
same time some of the forecasting horizons included in Figure 3 overlap making some of this
extra information redundant. Figure 3 includes seven methods only as there were no forecasts
made available for the methods of Kalman Filter and Holt-Williams smoothing except for
ending period 53.

An interesting aspect is the performance of the various methods at the end of periods 23, 31, 38,
45, and 53 versus the average shown in Figure 3. Figure 4 shows the MAPE for each of the
ending periods 23, 31, 38, and 45 (the MAPE for period 53 can be seen in Figure 2) for the
methods of Robust-Trend, ARARMA, Holt, Damped, Regression, and Box-Jenkins. Although
Robust-Trend outperforms practically all methods in all forecasting horizons, there are ending
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periods/forecasting horizons where other methods do as well or better (see Figure 4(c) for
example) in this accuracy measure. This can be expected as the results are influenced by
sampling variations. Overall, however, there is no doubt that in terms of MAPE Robust-Trend
outperforms all other methods in practically all ending periods and/or forecasting horizons.
This consistently excellent performance of Robust-Trend is not found often in empirical
comparisons and requires considering Robust-Trend as another time series method which can
contribute to improving forecasting accuracy when there is at least a consistent trend in the data.
Finally, it is noted that, unlike the M- and M2-Competitions Holt's smoothing outperformed
Damped in practically all ending periods/horizons because of the persistent negative trend that
characterized practically all series.

2.

The Combination of Holt and Damped Exponential Smoothing

In this study the simple arithmetic average of Holt's and Damped smoothing was calculated
because of the simplicity and ease of running these two methods and combining their forecasts.
Figure 5 shows the overall MAPE (average of all five ending periods) of Holt, Damped, and
their combination. Such a combination outperforms the two methods being averaged in the
great majority of forecasting horizons. For all eighteen forecasting horizons the overall average
of combining is 7.92% versus 8.05% for Holt (an improvement of 1.6%) and 9.71% for
Damped (an improvement of 22.6%). This performance of combining Holt and Damped is
puzzling since Damped is clearly a suboptimal method as there is a consistent negative linear
trend in the greater part of this set of 263 series. Combining also works better in relation to
other methods being outperformed only by Robust-Trend and having about the same accuracy
as that of ARARMA models (see Figure 5). This performance of combining is consistent to
that observed in the forecasting literature as well as other areas (Clemen, 1989).

3.

Accuracy Measure Used

Although Robust-Trend outperforms all other methods in practically all accuracy measures
used, its lead is neither as pronounced for some of the measures nor as consistent across
forecasting horizons (see also below). For instance, the percentage of times Robust-Trend does
better than the combination of Holt/Damped is less than 50% for horizons 1 and 2, 50% for
6
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horizon 3, then rising above 50% for longer horizons (see Figure 6). Similarly, ARARMA
models whose MAPE is about the same as that of Holt/Damped do worse in the % Better
measure (see Figure 6) than the combining of Holt's and Damped smoothing. Similarly Holt's
smoothing does relatively better in the % Better measure than in MAPE. On average, for
instance, Robust-Trend is better than Holt's smoothing 52% of the time (outperforming it by
4%) while its overall MAPE is 6.19% vs 8.05% for Holt (a 30% overperformance).

The fact that the performance of the various methods depends upon the accuracy measure being
used can also be seen in Figure 7 which shows the average ranking of these methods and Figure
8 which shows the Median Absolute Percentage Errors MdAPE. These conclusions are
particularly true for short and medium forecasting horizons. Finally, Figure 9 which shows (for
all ending periods) the average geometric mean of relative absolute errors and Figure 10 which
shows the median of the relative absolute errors confirm this conclusion too. Figures 6 to 10
indicate that although Robust-Trend outperforms the other methods, the extent and consistency
of such outperformance depends upon the specific measure being used. Furthermore,
differences in performance between methods become more pronounced with some accuracy
measures than others. It is interesting to see the robust performance of the combination of
Holt's and Damped smoothing across the various accuracy measures and forecasting horizons.
The same finding was observed in the M-Competition (Makridakis and Winkler, 1983; and
Makridakis et al., 1984).

4. The Length of Forecasting Horizon
Some methods are better for shorter forecasting horizons while others are more appropriate for
longer ones. Figure 11, for instance, shows the MAPE of Single smoothing together with that
of Robust Trend, Holt's, Damped, ARARMA and Automatic Box-Jenkins for horizons 1, 6, 9,
12 and 18. The difference in performance between the smallest and longest horizon of these six
methods is pronounced. Similar differences can be seen in Figures 2 to 10 which depict various
forecasting horizons and accuracy measures for different methods. Robust-Trend does
extremely well for long forecasting horizons for MAPE and MdAPE while Holt improves its
performance considerably with the remaining measures for long forecasting horizons. Damped
7
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trend, however, does not do well for long forecasting horizons while Robust-Trend does not do
well for Rankings for the first forecasting horizon while subsequently it does extremely well for
horizons longer than six (see Figure 7).
SMOOTHING METHODS: THREE WAYS OF DEALING WITH THEIR PARAMETERS

The forecasting literature is not clear as to the best way of dealing with the parameter(s) of
exponential smoothing methods. There are at least three alternatives. One is to set the value of the
smoothing parameters to some arbitrary values that have been found to work well in the past. The
second approach consists of optimizing the smoothing parameters once and then using these optimal
parameter values every time that new forecasts are required (this approach is typically employed in
most commercial exponential smoothing software). The advantage of the first approach is that it
requires no computer time while the second minimizes the amount of computer time needed as the
optimal parameters found once can be used every time that new forecasts are being made. Fildes
(1992) followed this second approach in producing exponential smoothing forecasts when
evaluating this set of 263 series. At the other extreme we can reoptimize the smoothing parameters
every time forecasts are demanded. The advantage of this third approach is that new information

(data) is used as it becomes available and that the optimal parameters calculated each time
incorporate such new information. This approach is more equitable as the parameters of all other
methods used are being optimized each time forecasts are being made. The disadvantage of the third
approach is that additional effort and more computer time is required to reoptimize the smoothing
parameters each time that new forecasts are needed.

In this study we follow the third approach as neither computer time nor cost is a serious constraint
these days. (A compromise approach can also be envisioned which optimizes the smoothing
parameters periodically rather than each time forecasts are needed) while, at the same time,
evaluating the forecasting accuracy of the three approaches which indicate considerable differences
for Single and Damped smoothing -- particularly for longer forecasting horizons and smaller
differences for Holt. In addition, there are no extreme errors using the third approach while several
"catastrophic" forecasts (and errors) were found using the second approach (Fildes, 1992, p. 91).
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Single Exponential Smoothing
Figure 12 shows the difference between the three optimization approaches (i.e., set a, the parameter
of Simple exponential smoothing arbitrarily at 0.1, compute the optimal value of a at the end of
period 23, the first time forecasts are being made, only, optimize a at each ending period). The
forecasts are very different between the first approach and the second and third whose results are
practically the same. The reason is that because of the trend in the data the optimal parameter value
for a is 1, or very close to 1, in practically all ending periods. As the optimal parameter value does
not vary from one ending period to another there are no differences between the second and third
optimization approaches while there is a huge difference with the first approach which uses an a of
0.1 which is vary far away from the optimal value which is 1, or very close to it. This means that
unless we are confident about the optimal value of the smoothing parameter(s), it is dangerous to set
it arbitrarily to a value that may be fine in other circumstances, for instance when there is a great
deal of randomness and no trend (the usual case in inventory forecasting) in which case an a = 0.1
may be appropriate.

Damped Exponential Smoothing
Figure 13 shows the differences between the three optimization approaches for Damped smoothing.
Such differences are much more pronounced than those of Single (Figure 12) as well as Holt's (see
Figure 14 below). The forecasts of optimizing at each ending period are superior to those of
optimizing only once which in turn are superior for setting the smoothing values for the level at 0.2
and for dampening the trend at 0.05. Moreover, the differences between the three approaches
become more pronounced with longer forecasting horizons (see Figure 13).

Holt's Exponential Smoothing
Figure 14 shows the difference between the three optimization procedures for Holt's smoothing.
The forecasts of optimizing at each ending period are better than optimizing only once which is
about the same as setting the values for level to 0.2 and for trend to 0.05. This is particularly true for
longer forecasting horizons. Moreover, the third approach produces no "catastrophic" forecasts (or
errors) as was the case when Fildes (1992) optimized the smoothing parameters only once. At the
same time, it is interesting to observe that 'setting arbitrarily the parameter values of 0.2 and 0.05
9
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produces results which are only slightly worse than when the parameters are being optimized each
time. The problem, however, will always be that we could never be sure that such arbitrary values
could be the best possible ones while the only disadvantage of optimizing them each time is the
extra effort and computer time involved.

Conclusions
This study has shown that the findings of the M-Competition hold with a different set of 263
homogenous series from the telecommunications industry. First, complex or statistically
sophisticated methods did not necessarily outperform simple ones. For example the Box-Jenkins
method was one of the least accurate ones (see Figure 3). Second, the combining of Holt's and
Damped smoothing outperformed the individual methods of Holt and Damped and did well overall
in comparison to other methods and accuracy criteria (see Figure 5, and Figures 6 to 10). Third, the
performance of various methods varied depending upon the specific accuracy measure used to
evaluate the results (see Figures 6 to 10). Finally, the performance of the various methods depended
upon the length of the forecasting horizon involved (see Figure 11).

This study reinforces the conclusions of the M-Competition. At the practical level accurate
forecasts can be achieved with simple methods and through combining forecasts. The poor
performance of ARMA models leaves little doubt about their inability to accurately predict real life
data, no matter what accuracy measures are used to evaluate the forecasts. The superior
performance of ARARMA versus ARMA models again reinforces the fact that Parzen's method of
identifying and extrapolating the trend in the data, if any, is more appropriate than Box-Jenkins'
method of differencing the data to achieve stationarity in the mean. Finally, the poor performance
of the Kalman Filter also suggests that adaptive parameter methods do not perform well with real
life data coming from the economic and business world where changes in patterns (or relationships)
are rarely permanent (Makridakis, 1986).

A most interesting finding of this study is the excellent performance of Robust-Trend which
outperformed all other methods in practically all forecasting horizons and accuracy measures. This
exceptional performance of Robust-Trend is directly related to the homogeneous and similar pattern
10

series utilized in this study. Robust-Trend did not perform as well in comparison to Single and
Damped exponential smoothing and Naive 2 (deseasonalized Random Walk) with the 1001 series of
the M-Competition (see Figure 15) although it did better than Holt's smoothing, in particular for
long forecasting horizons. Such a performance indicates that the method of the Robust-Trend is the
most appropriate one with the specific set of the 263 homogeneous series analyzed in this study. It
seems that Robust-Trend is capable of identifying and extrapolating the trend more accurately than
Holt's smoothing both for this set of data and the 1001 series of the M-Competition. However, when
the trend is not consistent and/or when there is more randomness in the data (as was the case with
the 1001 series of the M-Competition) then Robust-Trend does not do better than Single or Damped
smoothing, or even Naive 2.

Another finding of this study was the improved performance of Single, Holt and Damped smoothing
when their parameters were set arbitrarily only once at the first ending period or were optimized
each time forecasts were made. It was found that the best approach was to reoptimize the smoothing
parameters at each ending period. In addition to producing more accurate forecasts overall such an
approach did not also produce outliers.

This study suggests that firms can profit considerably if they can discover a specific method, the
equivalent of Robust-Trend, that is suitable for their specific series, in particular if their series are
homogenous and exhibit similar patterns. In such a case it might be worthwhile to search for some
custom-tailored method that could improve forecasting accuracy to reduce inventory or other costs.
As this seems a promising area of high potential benefits to firms, we believe that future research is
required to better understand why Robust-Trend (or other methods) does well with some data series
and not others, and consequently decide whether or not it is possible

and

profitable to search and

find a new forecasting method which could improve the accuracy of a firm's (or industry's)
predictions. This search for most appropriate methods can be possible with homogeneous data of
similar pattern(s), like the 263 series used in this study, or with even heterogeneous ones like those
of the M-Competition where the Robust-Trend outperformed such methods as Holt's smoothing,
Bayesian forecasting, and ARMA models as long as there is a consistent trend.
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